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ABSTRACT

In the still growing field of cyber security, machine learning meth-
ods have largely been employed for detection tasks. Only a small
portion revolves around offensive capabilities. Through the rise of
Deep Reinforcement Learning, agents have also emerged with the
goal of actively assessing the security of systems by the means of
penetration testing. Thus learning the usage of different tools to
emulate humans. In this paper we present an overview, and com-
parison of different autonomous penetration testing agents found
within the literature. Various agents have been proposed, making
use of distinct methods, but several factors such as modelling of the
environment and scenarios, different algorithms, and the difference
in chosen methods themselves, make it difficult to draw conclu-
sions on the current state and performance of those agents. This
comparison also lets us identify research challenges that present a
major limiting factor, such as handling large action spaces, partial
observability, defining the right reward structure, and learning in a
real-world scenario.
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1 INTRODUCTION

The world is as connected as it has ever been, and we have long
become dependent on it. There have never been more computer sys-
tems deployed, that run our critical infrastructures such as health,
finance, transportation, energy etc. At the same time, cyber-related
threats continue to grow, posing enormous risks, especially for
critical infrastructures. Defending those systems is a massive and
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difficult task considering the general unfairness of the playing field.
Defenders have to cover every possible hole while attackers often
only need a single entry. The amount of Al-enabled technologies
has also been increasing. Cyber security is no exception to this, and
an extensive amount of methods have been proposed [31] to help
with the detection of attacks.

With the rise of Deep Reinforcement Learning (DRL), especially
since agents were able to show human-like performances playing
Atari games [18], there have been some attempts at using it within
the domain of cyber security as well. Some of the usages include
cyber-physical systems and intrusion detection for instance [21]. In
this work we, focus on agents which fall into the field of penetration
testing (or pentesting). A penetration test is an authorized, simu-
lated attack on a system, network, or application, with the goal of
identifying vulnerabilities and weaknesses, enabling organizations
to strengthen their security posture.

The promise of such agents is that they can assist human pentesters,
helping the expert to focus on more complex tasks, rather than wast-
ing time on simple and repetitive ones. Another possibility could
be to deploy the agent in a network to simulate an attack with the
goal of generating events for the Security Operations Team (SOC),
and help them train specific scenarios and how to handle them.
Finally, the logs that are created by the interaction of an agent with
the network could be used for the creation of datasets to further
refine Machine Learning (ML) detections.

In this paper we present and give a comparative overview of the
current autonomous penetration testing agents. We found that the
greatest challenges are not just restricted to this field, but rather
to deploying real-world agents in general. The motivations for
this work are that a good amount of methods have been proposed,
while also being distinct from one another. Comparing existing
work helps to showcase the approaches that do better than others,
while also highlighting shortcomings.

The structure of this paper is as follows: In Section 2 we establish
some of the necessary background for (Deep) Reinforcement Learn-
ing. Section 3 gives an overview of the current approaches, divided
into two parts: the proposed execution environments for the agents,
and the agents themselves. Afterwards, in Section 4 we elaborate on
the different challenges that are encountered in this field and look
at how the current work tries to handle these challenges. Finally,
Section 5 presents the future research directions we have identified.

2 BACKGROUND

2.1 Reinforcement Learning

Reinforcement Learning (RL) is the problem faced by an agent that
learns behaviour through trial-and-error interactions with a dy-
namic environment [13]. The learning happens similarly as it would
for animals or us humans, through gaining reinforcements, which
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here, refers to rewards. RL is based on the reward hypothesis: Any
goal can be formalized as the outcome of maximizing cumulative
reward [33]. The agent’s job is to find the optimal policy (i), that
maximises the expected reward (r). It does so by executing actions
(a) on the environment and using the rewards as a measure to ex-
plore which actions are more desirable in which states (s). Since the
environment is dynamic, executing actions results in new states,
and thus we have an interaction loop.

Actions are chosen according to a policy. It defines the agent’s way
of behaving at a given time [33]. Most often, we use a stochastic
policy 7m(a¢|s;) = P(a|st). To measure the quality of our policy,
we can use value functions. The state-value function is defined as:
0y (s) = E;[Gt|Sy = s] where Gy = Ztho yr: and y denotes the dis-
count factor. Next to the state-value function, we also have the state-
action value function, sometimes also referred to as the Q-function,
because it can be thought of as representing the quality of the state-
action pair. It is defined as: g (a,s) = E;[G¢|S: = s, A = al.
There exists a range of different algorithms to find the optimal
policy. We call a method value-based, when the algorithm learns
a value function, which can be used to extract the optimal policy
from it, by executing the actions which lead to the greatest return.
One of the leading and most influential value-based algorithms is
Q-Learning, presented by Watkins et al. [39]:

Q" (st ar) = Q% (st ar) + alry + ymaxQ(se. a) = QM (st. ar)]

The underlying principle involves iteratively updating the Q-
values based on the observed rewards and the maximum Q-value
of the next state, emphasizing a balance between exploration and
exploitation.

2.2 Markov Decision Processes

A Markov decision process (MDP) is a tuple (S, A, P, R, y), where S
is the set of states, A, is the set of actions, P(s’|s, a) is the transition
probability from state s to s”, using action a. R(s, a, s”) is the reward
obtained after having taken action a in state s and landing in state s’,
and y is a discount factor [33]. The MDP is a framework that enables
us to clearly formulate the problem of RL and reason about the
objective and how to achieve it. Another advantage of formulating
the problem as a MDP is that we’re able to make use of the Markov
Property: P(St+1 = 8’|St = s) = P(Sg41 = 8" |ht—1,S¢ = s). It means
that the agent has all the necessary information in the current state
to take the best decision. In an MDP, all states are assumed to have
this property.

Several different variations of MDPs exist. One of them, is a
partially observable Markov decision process (POMDP). It’s a gen-
eralization of an MDP which permits uncertainty regarding the state
of a Markov process, and allows for state information acquisition
[19]. Formally, a POMDP is defined by the tuple (S, A, P,R, Q, 0O, y),
where S, A, P, R, and y remain the same as for MDPs. Q is a set of
observations and O is a set of conditional observation probabilities.
After agents execute an action, they now obtain an observation
0 € Q, according to the observation probability function O(ols, a).
POMDPs serve to model problems in which state uncertainty is a
central issue, and cannot be assumed away. As such, the observa-
tions which are obtained from the environment are non-markovian.
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While the environment can still be Markov, the agent does not
know it. Still, there are methods with which to construct a Markov
agent state, such as taking in a certain amount of history [18] or
making use of recurrent neural networks [11].

2.3 Deep Reinforcement Learning

All components of RL are functions. The policy is a mapping from
states to actions, or probabilities of the action set. The value func-
tions are a mapping from states to real numbers. The model is a
mapping from state to states and the state update is a mapping from
states and observations to states. This opens the door to use Neural
Networks (NN) and Deep Learning (DL) techniques to learn or ap-
proximate these functions, which has been proven to be incredibly
powerful. On the downside, we also have to take care, as we violate
certain assumptions from supervised learning, such as the data
being independent and identically distributed, and the problems
being stationary.

2.3.1 Value-based methods. The most commonly used value-based
DRL method is a Deep Q-Network (DQN), introduced by Mnih et
al. [18]. It is based on Q-Learning and parameterises an approxi-
mate value-function Q(s, a; 6;). In which 0; are the weights at the
current iteration. Practically speaking, the Q-network takes the
current observations as input, and outputs the Q-value estimates.
The action to be taken is chosen like we would with Q-Learning, ac-
cording to which maximises the Q-function. After a certain amount
of iterations, the weights of the NN are updated according to a loss
function, to move them closer to a target. For this update, a certain
amount of past experiences are randomly sampled, to remove cor-
relations, from a replay buffer.

Several different improvements to vanilla DQN have been proposed
since then, such as Double-Deep Q-Network, which utilises double
learning to reduce the over-estimation problem that standard Q-
Learning methods have [10]. Improvements have also been brought
to the way past experiences are sampled. While sampling uniformly
from past experiences makes sense mathematically speaking, these
samples don’t necessarily contain the experiences that are best to
replay to the agent i.e., that result in the best behaviour optimiza-
tion. To help address this problem, Schaul et al. [27] introduced
Prioritized Experience Replay.

2.3.2 Policy Gradient methods. Instead of learning a value func-
tion to extract a policy, policy gradient methods directly learn a
parameterised policy. The policy is now parameterised by a vector
6 € R and we write the policy as 7 (als, @) [33]. Actions are then
chosen according to probabilities, instead of values. This results in a
stochastic policy. To learn the policy parameter, stochastic gradient
ascent is performed according to some performance measure. The
goal is to maximize the expected discounted return of the policy.
Methods that both learn a policy and a value function, are called
actor-critic methods. The ’actor’ refers to the policy, while the ’critic’
is a value function, that gives feedback on the value of the action
that was picked [33].

Advanced Actor-Critic. (A2C) is a DRL algorithm that combines
the strengths of actor-critic methods with advanced training tech-
niques. It utilizes two neural networks: an actor network to select
actions and a critic network to evaluate state-action pairs. A2C
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optimizes both networks simultaneously, enabling efficient learn-
ing and faster convergence. It employs parallel environments for
experience collection, enhancing sample efficiency. By updating
the actor and critic networks independently, A2C mitigates issues
such as high variance in policy gradients, leading to stable and
effective training. A2C is widely used in various applications due
to its simplicity, scalability, and robust performance.

Proximal Policy Optimization. (PPO) is a cutting-edge DRL algo-
rithm designed for stability and sample efficiency [28]. PPO oper-
ates within an actor-critic framework, utilizing a policy network
to select actions and a value function network to estimate state
values. Noteworthy for its "clip and trust" strategy, PPO constrains
policy updates to a specified range, preventing large policy changes
and enhancing stability during training. By iteratively collecting
experiences and updating the policy with multiple epochs, PPO
strikes a balance between exploration and exploitation. Its robust-
ness, simplicity, and capacity to handle continuous and discrete
action spaces make PPO a prominent choice in contemporary rein-
forcement learning research and applications.

3 STATE OF THE ART

The state of the art in this field consists of two big components. 1)
The execution environments, in the form of different simulators,
which are used to train agents. 2) The penetration testing agents
themselves. The execution environments are presented first, since
some of the agents discussed in the following section, make use
of them. They are also an important part of training agents in
general. Lastly, we also consider agents that are not directly trained
for penetration testing as a whole, but do perform one of the sub-
disciplines (like vulnerability scanning) or which are trained for
pentesting, but do not make use of DRL.

3.1 Execution Environments

To train (Deep) Reinforcement Learning agents, we need the right
environment for them to interact with, gather experiences, and
learn from those. We’ve already introduced the mathematical frame-
work in Section 2. Here, we’re going to present the different simu-
lated environments that have been proposed to train agents. Nat-
urally, these environments represent networks with vulnerable
machines in which the agent is confronted to a growing number of
available choices, and needing to perform exploration operations
and applying the right exploit to a service vulnerable to it. While
these can be considered "toy-problems”, they deliver an important
framework to evaluate different algorithms.

NASim. The Network Attack Simulator (NASim) was one of the
fist simulators presented. Developed by Schwartz [29] during his
BSc Thesis. Afterwards, it became a stand-alone project, still being
developed by the original author [30] and the open source com-
munity. The simulator features hosts that can be configured with
different services and deployed in subnets with firewalls between
them. The agents can perform three different types of actions: Ex-
ploitation, Privilege Escalation, Scan. An illustration is provided by
Figure 1. The gymnasium! gym interface is also provided, which
makes for easy development, and interaction with the environment.

!https://gymnasium.farama.org/

ARES 2024, July 30-August 02, 2024, Vienna, Austria

DMZ (1) Host Firewalls
| Host Deny
html B
m = [0o] ) (3,0): SSH

- ( ) 3, 1):S8H
e ; f =] .
Internet (0) = ¢ ) E 5.0
e ( )

all

3,1)
3.2)

g
g

none

—
all

[ E—
-
N

—== —==

(3,0) 3,1) (3,2)
windows windows. windows

ssh ssh ssh

daclsve daclsve daclsve

Sensitive (2) User (3)

Figure 1: Example NASim Network [30]

Scenarios can be written in yaml. Pre-defined and benchmark sce-
narios are also available.

CybORG. Standen et al. present a work-in-progress gym for
Autonomous Cyber Operations (ACO) [32]. Their design includes
a simulated as well as an emulated environment, with a shared
interface, to be able to easily switch from the simulated environment
to an emulated one. The difference is that the actions are executed
then on VMs or containers, rather than a graph with transition
probabilities. Scenarios may be defined for the Cyber Operations
Research Gym (CybORG), which describe the ’game’ that agents are
aiming to solve or compete in. Hosts can also be configured with a
variety of different information for the agent to obtain during the
game. The choice of possible actions made available to the agent are
left to the user in the form of the scenario definition. Interaction is
done through a gym interface. The results of the actions are filtered
and merged to present a single observation back to the agent [32].In
the paper they talk about their design and the addition of emulation
as well [32]. But effectively, the emulation part has never been
implemented and the project has been discontinued, as pointed out
by Janisch et al. [12].

CyberBattleSim. The Microsoft Defender Research Team devel-
oped their own simulator. The CyberBattleSim (CBS) environment
consists of a network of computer nodes and is parameterised by a
fixed network topology and a set of predefined vulnerabilities. The
simulated attacker’s goal is to take ownership of some portion of
the network by exploiting these planted vulnerabilities [35]. The
simulator also features a stochastic defender agent that tries to de-
tect the presence of the attacker and tries to contain the attack. The
environment is also designed to be partially observable. Compared
to other simulators, it focuses more on the post-breach lateral move-
ment state of a cyber attack, rather than the entire Penetration Test
of a network. It features quite a rich set of properties which can be
defined by a node, representing: Services, Vulnerabilities, Firewall
attributes, Privilege level, etc. and it can be quite exhaustive to
define an entire network. Addressing this problem, Esteban et al.
[8] developed a web-interface to more easily configure a scenario.
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NASimEmu. Janisch et al. have extended the existing NASim
project with an emulation functionality through a shared interface
[12]. Thus, the action space remains the same (with some excep-
tions as the authors point out), but the environment can be changed
to take agents from a simulation, to an emulation. The emulations
run on virtual machines, which are orchestrated via Vagrant. These
are configurable Linux and Windows machines, based on Metas-
ploitable3 images, with pre-defined vulnerable services to choose
from. The authors map the Exploit and PrivEsc actions already
existing in NASim to predefined Metasploit modules. While describ-
ing their work, they are also clear about some of the limitations. The
emulation does not fully correspond to the simulated environment
due to complications implementing some of the features. They do
however reason that these limitations can be overcome with future
work.

3.2 Autonomous Penetration Testing Agents

This section contains the bulk of the work that has been proposed.
We qualify autonomous penetration testing agents as agents that
make use of RL, DRL, or related forms such as Imitation Learning
(IL) in order to make decisions in an environment, for which the
goal is to find vulnerabilities in the different components that make
up the environment.

3.2.1 Tabular Methods. Tabular methods refer to RL algorithms
in their simplest form: that in which the state and action spaces
are small enough for the approximate value functions to be repre-
sented as arrays, or tables [33]. One of the first works in this field
of autonomous pentesting was done by Jonathan Schwartz [29]
back in 2018. In his Bachelor Thesis titled Autonomous Penetration
Testing using Reinforcement Learning, he trained two Q-Learning
agents employing different exploration strategies on his Network
Attack Simulator. The work could be considered basic nowadays,
but nevertheless, it paved the way for a lot of future research, es-
pecially since the simulator has been made publicly available, and
is used extensively by other work. While there are other usages of
tabular methods than the one described above (i.e. for attack plan-
ning), and they certainly have their place for smaller problems, we
disregard the rest of them. The reason being, that they pre-date the
DRL methods, and aren’t able to converge for the type of problem
described by this paper, due to the missing generalization across
the large state and action space. To close this sub-section, we argue
that all the main ideas can be found back in the more advanced
works employing DRL or IL.

3.22 Deep Reinforcement Learning. The agents presented in this
section all make use of DRL, and have been classified according to
the environment they run in: simulated, or real-world. The moti-
vation for this choice lies in the similar objectives and challenges
that these agents try to pursue.

Simulated Environment. The work that has been proposed using a
simulated environment is more concerned with the theoretical side
of the problem and it’s implications, such as being able to handle
larger networks which implies larger state and action spaces, partial
observability, and experimenting with multi-agent architectures.

Zhou et al. propose an algorithm they call NDSPI-DON [41]. This
name results from the improvements they brought forward to the
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standard DQN algorithm, namely: Noisy Nets, Duelling network
architectures, Prioritized Experience Replay (PER), Soft Q-Learning,
and Intrinsic curiosity module. Further, they decouple the attack
vector, which means that the neural network (NN) is split to be able
to decide separately on the target, and the operation to perform on
the target. This permits the agent to handle larger environments,
since the growing action space is handled more easily. As for the
reward structure, the agent receives a reward for the compromised
host(s), minus the cost associated to the executed exploit. The ex-
periments are done using the NASim. Tests are performed on four
different scenarios with a growing number of network elements,
but leave the same number of valuable hosts, to simulate sparse
rewards. The results show that the agent successfully handles such
scenarios. Tran et al. focus on the large action space problem, and
to this end, proposed an action decomposition strategy to reduce
the large discrete action space into manageable sets for DRL agents,
which stabilizes the learning and enhances convergence properties
[36]. This strategy will be discussed in more detail in Section 4.2.
The evaluation is done using the CybORG simulator. To test the
efficacy of the strategy, they simulate several network scenarios
with up to 100 hosts. The findings demonstrate their capability
to manage an action space comprising over 4600 actions. Nguyen
et al. [20] are concerned with the same problem and introduce a
double agent architecture (DAA), which aims to decompose the
problem into two separate parts. First is to understand the network
topology, and second, choosing appropriate exploitable services to
attack a host. Both agents are trained using the A2C algorithm with
a basic NN structure. The training and testing are executed within
an altered NASim version, to make the process more difficult and
realistic. Overall, they are able to handle an action space of about
4100 actions, but the algorithm suffers from sample inefficiency.
Yang et al. consider another approach of representing the prob-
lem through Multi-Objective Reinforcement Learning (MORL) and
using a Multi-Objective MDP (MOMDP) [40]. This, according to
the authors, represents a more practical setting for modelling pen-
etration testing. Another problem they’re concerned with is the
growing amount of actions the agents are faced with during the
training phase. To this end, they propose a coverage masking mech-
anism to mimic human pentesters, who pay more attention on
recently uncovered information. Their proposed PPO agent with
Random Network Distillation (RND), to account for sparse rewards,
is tested on two different simulators: NASim and CAGE. The sce-
narios use 23 hosts at most and the performance is compared to
previous work in the field (NDSPI-DQN [41] and HA-DRL [36]).
The results show that they achieve similar performance, but are
unable to outperform previous work.

Li et al. [16] propose EPPTA (Efficient POMDP-Driven Penetration
Testing Agent), built on an asynchronous RL framework, which
is designed to be compatible with most on-policy actor-critic RL
algorithms. Specifically, in their research, they adopt the PPO al-
gorithm to train their agent. Since the environment is modelled
as a POMDP, the agent can’t observe the true state of the target
network. Therefore, it has to rely on a probability distribution over
states, referred to as the belief state. To handle this problem, the au-
thors introduce a belief module into their framework, to efficiently
capture the belief state of the agent. In addition, they adapt their im-
plementation to be compatible with the Sample Factory library [22],
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which increases the convergence capabilities of the agent through
better computational performance. The agent is tested using the
NASim benchmark scenarios, and compared to previous work such
as HA-DRL [36] and NDSPI-DQN [41], as well as EPPTA without
the usage of the Sample Factory. The results show that they are
capable of outperforming the previous work and of handling the
largest benchmark scenario of 95 hosts and over 3500 actions.

Real Environment. Testing in the real-world is very important,
as this is where the agents are ultimately intended to run. Since
the application to the real-world is already more complicated and
intricate, most work that was realised focuses on a specific sub-
discipline of penetration testing. Specifically, we found that all
these papers focus on post-exploitation. In post exploitation, we’ve
already gained a foothold on the network and the focus shifts to
lateral movement and privilege escalation, while also performing
further information gathering.

Deep Exploit [34] is the name of a project realised by Isao Takaesu,
and if we look at a chronological order of events, it might actually
have been the very first work making use of DRL for autonomous
penetration testing as well as running in the real-world. Deep Ex-
ploit is a DRL agent capable of exploiting servers on the perimeter
and inside networks. It uses the Asynchronous Advantage Actor-
Critic (A3C) algorithm, a predecessor of A2C, to train an agent on
how to make use of the Metasploit Framework (via the RPC API)
[24] while interacting with several different training servers. While
the agent interacts with the network, it collects information about
the target hosts such as the OS Type, Service Name, and Version
through Nmap? and other tools, to be able to select the right Metas-
ploit modules. The capabilities are showcased in different scenarios
where hosts are directly, or only indirectly reachable.

Kujanpaa et al. [14] focus on privilege escalation for Windows 7
hosts. To achieve this, they use model-free DRL in a partially ob-
servable environment, they define a set of high-level actions for the
agent to take, such as gathering information about running services,
tasks, etc. and exploits to target them. The agent initially starts out
with no information, and through exploration, the agent state is
updated with the observations that are the outputs of executed
commands. To select a new action, the gathered information is fed
into the actor-critic network. The agent was trained in a simulated
Windows 7 environment, which contains elements related to the
task at hand. After training the agent is transferred and tested on a
Windows 7 VM, configured with some known vulnerabilities.
Maeda et al. [17] on the other hand, make use of the capabilities of
PowerShell Empire. The agent is taught to select one of the many
modules as actions to be performed on the environment, with the
goal of gaining domain admin privileges on the Domain Controller
(DC). They also maintain an agent state to account for the informa-
tion gathered by the agent. The agent was trained in a synthetic
environment: Small noise was added to the transition probabilities,
which were also adjusted according to different difficulty levels.
The motivation for this synthetic setup lies in the unavailability
of any other training environments at that time [17]. To test their
agent, they deployed a very small AD network, using one Domain
Controller and two PCs.
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Pham et al. develop a framework called Raija [23], capable of per-
forming post-exploitation on real targets, through the usage of
the Metasploit framework [24]. The agent is given a set of Metas-
ploit modules as possible actions and learns how to use them in a
real environment through interaction and updating it’s agent state.
In particular, they implement, test and compare two agents: A2C
and PPO. The environment consists of vulnerable Windows 7 and
Metasploitable2 Linux machines, whereas one machine serves as
the stepping stone into the small network of three to five hosts.
Results show that A2C outperforms PPO according to the author’s
metrics.

3.2.3 Imitation Learning. IL consists of agents that learn to mimic
the behaviour of humans in a specific task, mostly from pre-existing
example behaviours, and not from the ground up, like it would be
with traditional RL. Wang et al. [38] present an intelligent PT frame-
work named DQfD-AIPT, which collects expert knowledge and
uses the Deep Q-Learning from Demonstration (DQfD) algorithm
to make use of it. The expert knowledge here refers to a human
that provides specific transitions/actions to be performed in a given
network scenario and state. These are then encoded and injected
into the experience database for the agent to use them. The agent
is deployed in multiple different CyberBattleSim environments that
have been configured with honeypots, and tested against a sim-
ple DON agent as a benchmark. The goal of their experiment is
to show that the DQfD agent is capable of ignoring the honeypot
much faster than the DQN agent without prior knowledge. Inter-
acting with the honeypot is undesirable as it gives the agent a large
negative return and ends the episode.

Around the same time, a similar paper was published by a different
group of researchers, Chen et al. [3]. In this instance, the algo-
rithm the authors used is GAIL (Generative Adversarial Imitation
Learning) and they call their framework GAIL-PT. One of the big
differences between the two works is the collection of expert knowl-
edge. Whereas DQfD-AIPT makes use of human experts, GAIL-PT
relies on pre-trained models as the expert, namely DeepExploit
[34], for the collection of data related to Metasploitable2 machines.
The expert knowledge base was constructed by collecting the state-
action pairs with the highest reward value. Another difference is
the usage of actor-critic models compared to Q-Learning models.
While GAIL-PT is also tested in a network scenario with honeypots,
the authors go one step further and assess the capabilities of gaining
elevated privileges in a real-world single host scenario.

3.24 Synthesis. We've presented some of the most important char-
acteristics about the different pentesting agents. Table 1 gives an
overview of the agents from Section 3.2.2 and 3.2.3. For each paper,
we’ve listed in which simulator the implementation runs, or what
sort of real-world environment is used, in case it’s an agent that
targets a real-world application. GAIL-PT is the only work that was
tested (using different versions, under different conditions) in a sim-
ulated and a real-world environment. For real-world environments
we also distinguish between metasploitable (ms-able) machines,
and self-defined environments. Metasploitable machines are readily
available and easy to hack VMs. Self-defined environments have
been designed and configured by the authors themselves to fit their
needs. Next we also list the algorithm that was used. Some papers
test several algorithms and compare their performance for the given
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Paper Simulator Real-World Environment | Algorithm ‘ Model
NASim CybORG CBS | ms-able | self-defined ‘
NDSPI-DON [41] . DON MDP
EPPTA [16] . PPO | POMDP
Kujanpii et al. [14] . A2C Model-free
HA-DRL [36] . DON | MDP
Maeda et al. [17] . A2C Model-free
CLAP [40] . ° PPO | MOMDP
Raiju[23] . . A2C Model-free
DQfD-AIPT [38] . DOfD | MDP
DAA [20] o A2C MDP
GAIL-PT [3] . . DPPO | MDP
Deep Exploit [34] . A3C Model-free

Table 1: Overview of current Autonomous Penetration Testing agents.
If a paper has used and compared different algorithms for training
their agent, we take the best performing one. With o we represent
that some modifications had been made to the simulator, or that a
predecessor was used (in the case of CLAP).

scenario. We only list the best performing algorithm. Finally, the
table shows the choice that was made by the corresponding authors
for modelling the environment, whether the authors modelled it as
an MDP, POMDP, or did not specify a model.

3.3 Related Autonomous Agents

Only considering autonomous penetration testing agents results in
a very specific and small scope. There are closely related agents that
also make use of RL, but only focus on one specific vulnerability,
instead of penetration testing as a whole. Other work changes the
primitive and instead of DRL, makes use of Large Language Models
(LLM).

LLMs. In related work, Deng et al. showcase the implementation
of atool called PentestGPT [4]. Their results show that PentestGPT
is capable of guiding a human through a penetration test of a single
machine with reasonable difficulty. The architecture includes three
modules: a Reasoning Module for strategy planning, a Generation
Module translating sub-tasks into commands, and a Parsing Module
handling natural language information. Despite using separate LLM
instances for each module to address context loss, some tasks ex-
ceed the GPT-4 context window of 32k tokens. Limitations include
potential overemphasis on recent information, leading to neglect
of older findings and failed penetration test attempts.

Vulnerability Scanners. Compared to the goal of performing pen-
etration testing, and assessing a whole range of different vulner-
abilities, we also find works in the literature that make use of RL
or DRL to scan for one specific vulnerability [1, 7, 9, 15]. Foley
et al. developed a tool called HAXSS [9] capable to finding and ex-
ploiting XSS vulnerabilities. The architecture consists of two DQN
agents that play two different games but work together. One agent
learns to build payloads that escape the current context, while the
other learns to alter the payloads such that they bypass sanitisation
checks. Additionally, each agent uses several worker agents which
sample actions using the global policy and after the agents have
executed their actions, the policy is updated. In another work from
the same lab, Wahaibi et al. present SQIRL [1], a grey-box scan-
ner for finding SQL injection (SQLi). They also use several worker
agents in a federated learning fashion to train a global policy. The
process of altering a SQL statement until injection is reached, is
modelled via three different games that the agent repeatedly plays.
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Since the agents are also confronted with a growing amount of
choice related to the actions, the DQN architecture is altered to
compute a Q-value one action at a time by converting them into a
set of action representations.

4 RESEARCH CHALLENGES

We’re now going to present the challenges associated to the de-
sign, development and deployment of autonomous penetration
testing agents. Since the goal is to have agents that run in the real-
world, some of the challenges we identify here are well-known. An
overview of real-world RL challenges has already been provided by
Dulac-Arnold et al. [6]. We nevertheless argue that a comparative
study of how the challenges are handled specifically by penetration
testing agents is important to further describe the current state of
the art and identify future research directions.

One of the first challenges to mention is not about technical
aspects of RL, but rather it’s about reproducibility and comparing
existing approaches. While performing our literature study, one of
the greatest problems we encountered was to be able to actually
compare the proposed implementations. This is due to a range of
different factors: algorithms, execution environments, modelling of
the environment, different goals, reward structures, implementation
details, and most importantly, missing code. In Table 1 we see that
some use a common simulator, but then there are different choices
regarding the scenario, or modifications have been made to the
underlying simulator [20]. Since comparing different work is so
difficult and intricate, it is also complicated to get a real, objective
overview of what works well, and what doesn’t. Some of authors
compare their work to other existing implementations [16, 40], but
under different circumstances and scenarios, which renders the
results questionable. Being hardly able to compare existing work
is especially detrimental to evaluating the progress that has been
made thus far in addressing the different challenges that follow.

4.1 Partial Observability

In the literature we find multiple approaches of modelling the en-
vironment for penetration testing (cf. Table 1). In general, most
approaches that run in a simulated environment, formulate pen-
testing as an MDP. This formulation is generally ill-suited [25, 26],
especially in a real-world scenario [6]. The reasons are that MDPs
do not represent the partial observability of the problem at hand.
Penetration testing is inherently about the search and discovery of
vulnerabilities. It makes little sense to provide observations that al-
ready contains all the vulnerabilities that can be found. This is also
known to the simulator developers. NASim, CBS, and NASimEmu
propose options to set the simulated environment to only partially
observable. In contrast, the proposed agents running in a real envi-
ronment, make use of model-free RL algorithms [14, 17, 23, 34]. In
model-free learning, a model of the environment is not available
and the agent learns directly from experience [2]. A third method
is to take into account the partial observability by modelling the
environment as a POMDP [16].

The key challenge with partial observability is that the agent’s obser-
vations are now different from the actual state of the environment
[6]. The states become non-markovian. Therefore, methodologies
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have to be employed that can somehow represent and take into
consideration the agent’s history, to still select the best actions.

Model-free approaches for autonomous pentesting typically em-
ploy an agent state to address the problem. In the work of Kujanpaa
et al., the agent obtains observations through executing actions,
which are then converted into the agent state. Further, it is the
agent state s; that is used as the input for the policy 7 (a¢|s;) and
state value function V (s;). Previous actions are also included into
the state of the agent to make it as close to Markov as possible,
which makes the training easier [14]. Maeda et al. [17] and Pham
et al. [23] also employ an agent state, but they provide less details
about the specifics.

The authors of EPPTA model the penetration testing environment
as a POMDP. They account for the partial observability through
the introduction of a belief module, which incorporates transient
belief states l;t+1 to capture the current belief state more efficiently.
These are used to calculate the expected probability of reaching
state s;4+1 based on the current belief state b; and action s,4+1. This
innovation enhances the interaction between the agent’s NN and
the environment, resulting in more accurate probability distribu-
tion approximations in partial observable environments according
to the authors [16].

While we’ve mentioned that some simulators offer a model with
partial observability, it is difficult to verify whether the authors of
the papers using them have actually used this functionality. On one
side because it is not explicitly mentioned, on the other, because
there is no source code available to independently verify this.

4.2 Large Action Space

When starting to reason about the problem of autonomous pen-
testing, one is quickly confronted with the problem of large action
spaces. This is simply a consequence of the discipline. At any given
time, while executing a penetration test, a human faces a large
amount of different possible actions that can be executed. Taking
the scanning phase as an example, there is the question of which
type of scan to perform, against which target, using which parame-
ters, and so on. In the current literature, several empirical studies
have been conducted to try address the problem, but the results
remain varied. Large action spaces on their own might not be a
significant problem, but most often we also encounter large state
spaces. The challenge lies in the ability to be able to generalize
over such a large set of actions and states and still be able to learn
a useful policy [5]. In the following we present how the different
pentesting agents have tried to address this challenge.

Attack Vector Decoupling. Zhou et al. chose to decouple the attack
vector. This means that the NN is split into two streams, to be able
to choose separately on the target, in the form of the value of
the host, and the operation/attack to perform. This choice reduces
the original action space from O(MN) to O(M + N) [41]. Their
experiments show that making use of decoupling really helps the
agent learn in large scale environments. Without decoupling, the
agent is barely able to handle an environment with 80 hosts, in
contrast to 150 with decoupling.
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Coverage Masking. Yang et al. introduce a coverage masking
mechanism. It mirrors how human penetration testing experts
work in real scenarios, shifting their focus on more recently dis-
covered hosts and subnets upon finding them [40]. To simulate
this in training, the authors maintain a coverage set that tracks
past actions taken by the agent. This coverage vector remembers
where the agent’s attention was in previous attempts and adjusts
the current iteration’s focus. It pushes the actor network to choose
actions that concentrate more on recently discovered parts of the
network, reducing repetitive actions on already explored subnets
or hosts.

Multi Agent Reinforcement Learning. Tran et al. proposed an ac-

tion decomposition strategy for agents to better handle a large and
discrete action space. It separates the action set into smaller, more
manageable sets. In particular, separate DQN agents are used for
each of the created subsets. Each of those agents is trained to output
primitive actions, which are then combined using a linear function
to build up the final action [36]. Since these are all separate agents,
they all have separate networks with their own weights and biases.
Each agent also receives the same reward signal to minimise its
own loss function. The authors argue that as longs as each agent
learns the optimal policy to achieve the highest possible long term
reward, together with substantial exploration, the combined or the
overall policy will converge to the optimal behaviour. Overall, this
proposed strategy stabilizes the learning and enhances convergence
properties [36]. But they also hypothesize that in a scenario with
sparse reward or an extremely large action space, the optimal be-
haviour condition may not be practically feasible.
For their double-agent architecture (DAA), Nguyen et al. [20] use
two agents as the name suggests, whereas one is only tasked with
scanning and gathering information about the network and it’s
hosts (the structuring agent), while the other only learns to execute
which exploit on which service of a given host (the exploiting agent).
The exploiting agent is triggered once the structuring agent deems
it has gathered enough information about a given host, and receives
the state information about the selected host as input.

Synthesis. While the proposed EPPTA framework is able to han-
dle a large action space [16], we attribute this success more to the
powerful hardware that was used and the usage of Sample Fac-
tory, rather than a specifically designed approach to handle large
action spaces. HA-DRL and DAA both use separate agents, which
makes them look quite similar, but they are actually very different
approaches. DAA trains agents to execute different tasks, while HA-
DRL partitions the action space over the set of configured agents,
such that a single agent has fewer actions to learn.

4.3 Reward Structure

Having a good reward structure is of very high importance, since
the agent learns through experience while interacting with the
environment, where the rewards serve as a way of letting the agent
know, that it has performed the right sequence of actions®. The
reward is a way of communicating to the agent what to achieve,
but may not be used to tell it how to do it [33]. Therefore, setting
the right reward structure is a challenge not to be overlooked.

3This is a simplification, as we’re omitting problems such as credit assignment here.
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Throughout the literature study, we have encountered a range of
different reward structures. Some just use a very simple and basic
structure, such as giving the agent no reward while the goal was
not reached and a reward of one upon reaching it [14], or higher,
based on the assigned value of the host [3, 17]. Or the agent just
gets a small negative reward, for every time step that the task is
not solved, to represent a sense of urgency and communicate to
the agent to find the solution as quickly as possible [1, 23]. Some
also set a very large negative for something that the agent shall
avoid at all costs (i.e. interacting with a honey pot [3, 38]). What we
encountered most, are reward structures that associate a cost to ac-
tions, but also assign values to specific hosts [20]. This philosophy
is followed by NASim [30], and thus, many of the implementations
that make use of them, employ it as well [38, 40, 41].

Others choose a more complex reward structure. Since Nguyen et al.
[20] proposed the usage of two agents, they also need to account for
the reward of the structuring agent, whose actions do not directly
generate a big reward, since it only performs discovery actions.
They solve this by feeding the reward generated by the executing
agents to the structuring agent as well.

Contrary to most prior work, Yang et al. [40] chose a MOMDP
to model the environment. In this scenario, the reward is a vector
with n individual rewards, each corresponding to an objective. Since
their simulator originally only gave a single reward, they modify
it to give out rewards for exploiting vulnerabilities, and privilege
escalation. As multiple conflicting objectives is not a rare sight in
MORL, the authors make use of Chebyshev Critic Scalarization to
convert them into a single objective function.

We’d like to argue that not all proposed reward structures are
of good use. For instance, assigning large negative rewards upon
interaction with a honeypot [3, 38] is not something that is trans-
ferable to new environments. Especially in partial observability.
It might also be interesting to experiment with a reward related
to the agent state, such as the gathered accesses for instance, not
the value of hosts. Just giving a reward for hacking one or more
specific hosts would devalue finding vulnerabilities which were not
known about in other systems. This is also one of the reasons why
multi-objective rewards are quite interesting as tested by Yang at
al., and also argued by Vamplew et al. [37]

4.4 Adapting to the Real-World

Developing agents to run in a simulated environment is relatively
easy. In the best case, there already exist a bunch of simulators
and all that’s left is to choose the algorithm and to train the agent
with the right hyper-parameters. Adapting to the real-world is a
lot more difficult. The simulator that took care of all the necessary
abstractions is no longer there. In addition, we’re interacting with
real machines now, that exhibit their own behaviour, which has
to be accounted for, and that can even break. Another problem is
being able to train the agent, such that it has accumulated enough
knowledge to be useful. This is one of the challenges we cover here.
Second, there is also the challenge of using the right design ap-
proach that helps the agent switch between training and execution
in the real-world.
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Training Environment. Before being able to launch the agent in
a real environment, it needs to learn in a training environment.
While real machines could in principle be used as a training ground,
this is not feasible in most cases, since resetting the machines alone
would increase the training time considerably [14, 23]. Therefore,
Kujanpii et al. have implemented a small simulator to train the
agent specifically for the task of privilege escalation [14]. In contrast,
Pham et al. store the values of the environments and results of
exploits in CSV files, to be used in the training phase [23]. In this
way, the values could be loaded and given to the agent, instead
of directly interacting with the environment and needing to reset
machines.

Action Space Representation. Through the chosen high-level ac-
tion design, which enables modifying the low-level implementation
of the actions, Kujanpia et al. [14] are able to take their agent from
the simulated environment, into the real-world. Some tinkering had
be done to be able to execute all the actions on a real-environment,
but the choice of using high-level actions proved to be effective,
and the agent was able to successfully exploit all vulnerabilities is
scope. In contrast, Maeda et al. [17] directly mapped the 204 dif-
ferent PowerShell Empire modules as actions for the agent to take.
The communication between the two components was established
through PowerShell Empire’s restful API. Similarly, Pham et al. [23]
map 99 different Metasploit modules as actions for the agent to
perform post-exploitation on Linux and Windows machines. Al-
though the agent selects the action, they make use of an exploiter
to actually execute the action. This same design of using a proxy to
actually execute the actions is also chosen by [1, 9].

There is a clear gap between where the research wants to be, and
where it currently stands. We argue that it might be better to take
different approaches. Instead of using general-purpose simulators
that offer different scenarios and maybe even have an emulation
component, it might be more interesting to use synthetic environ-
ments like Maeda et al., or to directly develop a simulator for the
specific task that we want to address, such as Kujanpii et al. But
this might only work for small environments. In the end, the agent
can only learn what the environment allows the agent to learn.
More general-purpose simulators are still interesting to benchmark
different algorithms (cf. 3.2.2), but it doesn’t serve any good use if
the knowledge can’t be transferred to the real-world afterwards.

4.5 Comparison

As we’ve established in the introduction to this Section 4, it is
very difficult to qualitatively assess the proposed agents. Here, we
perform an indicative evaluation, represented in Table 2. This com-
parison aims to showcase which methods are able to handle partial
observability, while also displaying the largest action space they
have been tested with. The numbers have either been taken directly
from the paper, or calculated with the provided formula and sce-
nario description. For DQfD-AIPT and Deep Exploit, neither were
the case, and thus we were unable to reliably make the count. We’d
like to highlight that EPPTA is the only agent running in a simulator
that also accounts for partial observability. Whilst there are other
agents running in simulations that do achieve to handle a larger
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Paper Challenges
PO LAS
NDSPI-DON [41] - 2700
EPPTA [16] + 3515
Kujanpai et al. [14] | + 38
HA-DRL [36] - 4646
Maeda et al. [17] + 204
CLAP [40] - 322
Raiju[23] + 99
DOQfD-AIPT [38] - ?
DAA [20] - 4136
GAIL-PT [3] - 322
Deep Exploit [34] + ?

Table 2: Comparison of proposed agents for Partial Observability
(PO) and Large Action Space (LAS)

action space, they use MDPs for the environment representation,
and thus don’t have to account for the added computational diffi-
culties that POMDPs bring along [19]. On the other hand, Maeda et
al’s agent has the largest action space out of the real-world agents,
but the agent does not make use of the entire action set. It has to
search through 204 PowerShell Empire modules, but for the given
task of lateral movement and privilege escalation, only a handful
of them are really useful.

5 FUTURE RESEARCH DIRECTIONS

Through our study and analysis of the literature and existing meth-
ods, we are able to identify a plethora of different research directions
and future work still needed to go beyond prototypes. Starting with
simulators. The main limitation is being able to deploy an agent that
has been trained in a simulated environment, into the real-world.
One promising approach would be to have the agent learn high
level actions, but the actual action is executed by an underlying
component. The feasibility has already been demonstrated by Ku-
janpaa et al., but their simulator had been created specifically for
the problem they intended to solve [14]. Continuing, a more prac-
tical comparison between existing methods would be interesting,
where they would be tested in the same environment, under the
same constraints, to have a better overview of the capabilities of the
algorithm. The inclusion of LLMs could also be a very interesting
and promising research directions. They could be used to provide
an overall strategy or write the commands to be executed, like we
have seen demonstrated by Deng et al. [4].

More experimentation with reward structures is also necessary.
Structures that are able to represent rewards from which the agent
can learn the most, that give the best feedback, while also being
applicable to the real-world. We’ve seen some work already making
use of MARL [20, 36], and this is certainly a very interesting av-
enue for future work, having already been pointed out by Schwartz
[29]. The vision could be to have one agent that learns the overall
penetration testing strategy and have multiple agents specialised
in the different sub-tasks. It has already been shown that agents
can be very efficient at one given task, and even find new CVEs
[1, 9]. Going further in the usage of IL is certainly also an important
direction. It has already been shown that agents making use of IL
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are able to converge faster [3, 38].

Finally, the challenges such as large action spaces, and acting under
partial observability are not exclusive to autonomous penetration
testing agents, but fundamental challenges for the applicability
of RL to the real-world. These also require a lot of research to be
addressed. For a more complete overview we refer to Dulac-Arnold
et al. [6].

6 CONCLUSION

In this work we’ve analysed and compared the different autonomous
penetration testing agents and the proposed environments for them
to be trained in. We’ve also looked at some closely related works
like vulnerability scanners and LLMs for pentesting. Through this
comparison we have identified several research challenges: han-
dling large action spaces, partial observability, creating adequate
reward structures, and taking the agents from a simulated envi-
ronment into the real world. While good efforts have been made
regarding each of the challenges, we’re still far away from going
beyond prototypes. Solving or partially addressing these challenges
is necessary to be able to have trained agents that can truly serve
a purpose in the real world cyber security domain. Lastly, we’ve
pointed out several different promising research directions that
could drive forward the field.
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